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Abstract: 

One of the first aims of Visicast is to produce a system for the Television transmission of  (unmediated, live or recorded) signed performance, realised as a signing Avatar “driven” by motion capture data. For WP1 to achieve this by its due date (Jan 2001), it is necessary for WP4 to first supply an animation system capable of integration within a Broadcast environment. The Consortium has agreed that this system should be based on the Televirtual Mask-VR system. A working prototype was demonstrated to a committee if UK senior Broadcast Engineers drawn from all sectors of the industry (DTN Committee) on August 31st 2000.

Since bandwidth limitations apply, the motion format used internally for animating a Televirtual avatar cannot be sent directly, but must be compressed before transmission. The underlying contribution documents some simple real-time CODECs, which have been developed for this purpose. Although these algorithms meet the current bit rate requirements of the transmission system, they can only be seen as preliminary in order to provide a quick solution for an instant need. In the long run a bit-rate as low as possible shall be achieved. The project will also consider MPEG4 standards, if and when these became available. The second part of this deliverable deals with compression layer work in hand at the time of delivery. This work will be more fully implemented in deliverable 1-1, Direct Signing Transmission.

Introduction

The most recent work carried out by Televirtual and the UEA has concentrated on producing from the core Mask-VR system a Broadcast sign generator and visualiser suitable for use in the WP1 application. In particular, it is used for the early demonstration of direct transmission of unmediated signs performed (live or recorded) by a real human signer, but consumed as virtual human signing.  Work has also been done on the compression of this broadcast format, achieving bandwidths directly comparable to those claimed for MPEG4 systems. The Broadcast system uses similar ActiveX components to that being developed within Visicast for WWW and other applications.

Mask- VR

The motion capture or recording routines of Mask-VR trap data at a rate of approx 1mb/sec. This is obviously far too heavy an overload for Television transmission systems, which it is a requirement that closed (i.e. viewed only on demand) signing be carried alongside mainstream? TV channels, occupying minimum bandwidth. For this reason, the raw data captured by Mask-VR is not transmitted, but is converted to a set of animation parameters, known as bones. These parameters permit significant user control and adaptation at the client end of the system. The Bone data is also capable of extensive compression in the transmission layer.

At the heart of both the Broadcast and the Multimedia systems is a set of COM components: IHOSTCOM takes a collection of motion files, together with each file’s calibration data, and generates a BoneSet object. A BoneSet object provides open interface to:

· Retrieve the number of bones;

· Retrieve the value for a single or multiple bone(s); Each bone is comprised of it’s X, Y and Z axes, location and length.

· Set the value for a single or multiple bone(s);

· To read or redefine the bone hierarchy and

· To transform the bone values between either the global co-ordinate system or localised co-ordinate systems as defined by the bone hierarchy.

A BoneSet is not exclusive to the IHOSTCOM component. Any other program (written in any suitable COM aware language: C++, VB, Delphi, Python), can create and initialise a BoneSet object.

In the Broadcast system, the transmitter essentially uses the BoneSet as derived from IHOSTCOM to generate a compressed representation of the bones for each frame. The receiver reproduces the BoneSet from this compressed format and uses it to animate an avatar.

The compression codec was developed primarily by UEA with development environment, support and testing from Televirtual. Essentially the codec transforms the Bone’s axes and location to quartonian space, quantised empirically from several minutes of existing motion data. The current compression results in a bandwidth of ~100Kbps at 30 frames per second. UEA and Televirtual are continuing work the compression scheme, and are confident of achieving a bandwidth of around 30kbps at the same frame rate.

Animation of an avatar is performed by the following group of components:

Mesh: This describes the polygonal and textural data as well as the attachment of the mesh to the BoneSet.  The data for the Mesh is acquired from Televirtual’s Fast Motion v2 (FM2) file format.

COMRenderer: Optimised OpenGL renderer suitable for rendering meshes within one or more windows.

In the case of the ActiveX control, the IHOSTCOM and rendering components are brought together in one package. 

Componentisation has meant that other members of the consortium can easily reuse Televirtual’s avatar technology from a variety of development platforms. For example, the ActiveX control exposes the BoneSet for the Avatar, enabling third party applications to essentially ‘puppeteer’ the avatar – this would for example, allow for a MPEG4 humanoid animation stream to drive the Avatar.

The following diagram illustrates the architectural overview of the Mask-VR animation system, indicating where the Broadcast transmission layer has been inserted.
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COM Components

The transmission architecture shown in Fig. 1 has been implemented using two COM components: The Visicast Broadcast Transmitter and the Visicast Broadcast Receiver. Both of these components can be instantiated in any COM-aware development environment. The transmitter is a simple COM component without any user interface. It exposes properties, methods and events that allow it to: generate a stream of motion-data from the IHostCOM module; compress this motion data; and transmit it using UDP, either directly to a recipient or broadcast to all nodes on the network. The transmitter component is wrapped with a thin Visual Basic interface as shown in the following screenshot.
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Internally, the transmitter component creates a secondary thread of execution that loops efficiently until component shutdown. Each iteration of the loop invokes the IHostCOM module for bone-set data describing the posture of the avatar for that given point in time. This data is compressed and transmitted via the UDP socket.

The Visicast Broadcast Receiver is an embeddable ActiveX COM component. It exposes the properties, methods and events to: receive transmission data from UDP; decompress to extract bone-set data; and animate a virtual character. The receiver can be embedded in any COM aware container. The following screen shot shows the component being hosted within an Internet Explorer window.
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Similar to the transmitter component, the receiver component creates a secondary thread also. This thread is responsible for rendering of the virtual character to an embedded window. Internally the boneset data of the virtual character is stored in a memory block that is accessible by both the main and secondary threads. In order to ensure access serialisation, a Win32 mutex object protects this memory block. On startup the receiver binds to Windows socket events – receiving of any UDP packet data will invoke a callback function. This callback function decompresses the UDP packet and transfers the contained boneset into the protected memory block. For each iteration of the secondary thread, the mesh of the avatar is warped to fit the boneset data, and then rendered using OpenGL.

Visicast Broadcast Transmitter Component

This section documents the properties, methods and events of the transmitter component.

Properties

Property
Type
Description

Broadcast
Boolean
True if broadcasting to multiple clients. False if transmitting to a single client 

Port
Long
UDP port of receiver

Address
String
IP address of receiver

Streaming
Boolean
True if and only if streaming. Read only.

FrameRate
Long
Number of frames per second.

Avatar
String
Name of the avatar being transmitted.

Compressed
Boolean
True if and only if using compression codec.

Methods

Method
Description

Start ( )
Starts the transmission stream.

Stop ( )
Stops the transmission stream.

PlayAnimation (String animation, float speed = 100%)
Plays a Televirtual animation file (.all format)

StopAll
Stops all animations.

Events

Event
Description

OnAnimationSent (long remaining)
Sent for every animation file completed. The first and only parameter describes the number of animations remaining in the queue awaiting transmission.

Visicast Broadcast Receiver Component

This section documents the properties, methods and events of the receiver component.
Properties

Property
Type
Desc

BackColor
Colour
Background colour.

Port
Long
UDP port to listen for data.

Address
String
Address of server to listen for. Default is 0.0.0.0 which indicates any server.

Avatar
String
Avatar to be used for playback.

Camera
Camera
Scene Camera

Lights
Lights
Scene Lights

GlobalLight
Colour
Ambient global light colour.

Methods

Method
Description

Start ( )
Start listening for server packets.

Stop ( )
Stop listening for server packets

Events

Event
Description

MouseDown (bool bShift, bool bControl, short button, long x, long y)
Mouse down event. bShift and bControl give the state of the shift and control keys. Button is combination of the following flags: 1:=Button 1; 2:=Button 2; 4:=Button 3.

MouseUp (bool bShift, bool bControl, short button, long x, long y)
As above, but for mouse up event.

MouseMove (bool bShift, bool bControl, short button, long x, long y)
As above but for mouse move event.

MouseWheel (bool bShift, bool bControl, short button, long x, long y)
As above but for mouse wheel event.

Colour Object

Properties

Property
Type
Description

r
float
Red

g
float
Green

b
float
Blue

a
float
Alpha

Camera Object

Properties

Property
Type
Description

location
VertexV
Location of camera.

face
Vector
Direction of camera’s orientation.

up
Vector
Roll vector of camera.

fov
float
Field of view.

aspect
float
Aspect ratio.

nearZ
float
Near Z clipping value.

farZ
float
Far Z clipping value.

Lights Collection Object

Properties

Property
Type
Description

Count
long
Count of lights in the scene.

Item [light_index_or_name]
Light
Index into lights collection.

Methods

Method
Description

Create (String lightname)
Create a new light with given name. Returns reference to the Light object. If light already exists, returns its reference.

Delete (String lightname)
Deletes light with given name.

Light Object

Properties

Property
Type
Description

lightType
TVR_LightType
Type of light.

ambient
Colour
Ambient colour.

diffuse
Colour
Diffuse colour.

specular
Colour
Specular colour.

cutOff
float
Cut off value.

exponent
float
Exponent value.

constAttenuation
float
Constant attenuation value.

linearAttenuation
float
Linear attenuation value.

quadraticAttenuation
float
Quadratic attenuation value.

position
VertexLP
Position of light (only for positional light types).

direction
VertexV
Direction of light (only for directional light types).

name
String
Light name.

VertexV and Vector Objects

Properties

Property
Type
Description

x
float
X value.

y
float
Y value.

z
float
Z value.

VertexLP Object

Properties

Property
Type
Description

x
float
X value.

y
float
Y value.

z
float
Z value.

w
float
W value.

TVR_LightType enumeration

Name
Value
Description

TVR_DIRECTIONAL
0
Directional light.

TVR_POSITIONAL
1
Positional light.

TVR_SPOT
2
Spot light.

TVR_GLOBAL
3
Global (ambient) light.

The Compression Layer

As has been described, the system used for transmitting motion data is based on a client/server architecture, see Fig. 1, where the server sends motion data over a network using UDP. On the client side collected UDP packets are either decoded directly in order to animate an internal avatar of the client, e.g. for testing purposes, or transcoded, e.g. by inserting them into an MPEG-2 transport stream. This latter solution has been chosen for the first version of the broadcasting system. Since bandwidth limitations apply in this regard, motion data expressed in terms of the easily interpretable but redundant BAF data format defined by Televirtual (see below) cannot be directly inserted into UDP packets. Instead, a compressed version of the data is necessary. In this regard it is interesting to investigate how good a compression rate can be achieved without exploiting temporal correlation within the motion data, because in this way the transmission system's architecture could be kept quite simple, no time delays can occur and after a data loss synchronization of the decoder can be achieved implicitly with the next arriving frame of motion data.

Data Format

As mentioned above in the server motion data to be encoded is delivered in terms of Televirtual's Body Animation Format (BAF). A textual description of this format also represents the basis of the so-called Body 
Animation File (.BAF file). After decoding of a compressed data stream motion data has to be delivered in this format too, so that it can be further processed in the client internally. According to this format an Avatar's body consists of 78 bones: 16 for the body, 20 for the face, and 21 for each hand. 

Each bone has associated the following parameters:

1. Length of the bone: 
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2. Orientation of the bone's local coordinate system defined by the vectors X', Y', Z' with respect to its parents coordinate system X, Y, Z:
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The components of the coordinate vectors are delivered in the .BAF file and the internal float arrays of the server application in the following ordering: 
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3. Position vector defining the position of a bone in its parent's coordinate system: 
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. The components are given in the .BAF file etc. in the same ordering.

These in total 13 parameters are delivered in an internal float array of the server in the ordering as specified above, i.e. 
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. At 25Hz they define a bitrate of 13*78*32*25 = 811.2 kbps (kBit per second), if not transmitted compressed.

During compression data values corresponding to a bone are retrieved from the array and encoded afterwards. This procedure is repeated for each bone of the avatar.

First version of the CODEC (100kbps)

Encoder

Fig. 2 gives an overview about the architecture of the first version of the encoder. This very simple lossy intra-frame encoder runs currently in real-time as part of the demonstrator platform and provides a sufficient reproduction quality using a bit-rate of 100kbps at a frame rate of 25Hz. With this rate a bit-rate restriction of 
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200kbps, required by IRT in Munich, could easily be met. Since motion data of a frame (a frame represents one full sample of avatar motion data, i.e. values for all 78 bones) still fits into one UDP packet (max. size is 512 Bytes, at 100kbps only 500 Bytes are required by the encoder) at this rate the network layer's architecture of both the server and the client could be kept very simple. Time needed for encoding is <2ms on a 350Mhz Pentium II.
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Fig. 2. 100kbps Encoder.

Pre-filtering of motion data

After introductory measurement of the statistical behavior of the motion data it turned out that not all data values mentioned above are actually carrying information. Some of them are constant or quasi-constant, this is partly because they have been fixed for the avatar currently used in the consortium. Because of this, these parameters are not encoded and transmitted. Instead, they are held in an internal look-up table of the decoder and inserted into the data stream from this table during the decoding process. From the parameters listed above only the following ones are actually encoded and transmitted:

1. Body and Hands: Orientation matrices, i.e. 
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2. Face: Orientation matrices and position vectors, i.e. 
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As one can see from this list position vectors and bone lengths are not transmitted for the body and the hands. 

After statistical testing on the basis of the accessible data these parameters turned out to be at least quasi-constant (which corresponds to the usual behavior of a bone.) In the face the situation is different, because here bone's are not really bones but points on the face's tissue, which move if the facial expression changes. So, bone positions have to be transmitted. But, also in the face bone lengths showed a constant behavior and, hence, are currently not transmitted.

Encoding of orientation matrices

Orientation matrices consist of the nine parameters listed above.

This description of orientation information is much too redundant for transmission. Alternatives here are descriptions using angular values (3 values, e.g. yaw-pitch-roll) or quaternions (4 values: One rotation axis defined by three coordinates plus a rotation angular). Despite their increased redundancy quaternions have been chosen as the basis for encoding in the first version of the encoder, because of their attractive behavior concerning motion interpolation, with which e.g. a mechanism for temporary sub-sampling of motion data could be easily integrated in the encoder. Nevertheless, a mixture between angular values and quaternions could make sense too.

Transformation of an orientation matrix into a quaternion is done in block QT of Fig. 2. Here, orientation matrices 
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 according to the standard formulas listed in e.g. [1], where the vector 
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represents the rotation axis and 
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 the amount of the rotation.

By pre-filtering the data and transforming the orientation matrices into quaternions motion data of one frame can be reduced from 78*13=1014 floats to 20*7+58*4=372 floats. This amounts to a compression factor of 2.73. 

Quantization

Since the remaining 372 values to be transmitted for each frame are 32-bit floats in the BAF format the resulting bit rate would be 297.6 kbps, which is still much too high. A better compression rate can be achieved by quantising the motion data, i.e. removing unnecessary precision, since a resolution of 32-bit is not really required for transmitting the information content. Nevertheless, by introducing the quantisation a lossy coding scheme is introduced. Because of this quantisation parameters have to be determined, which maintain an acceptable reproduction quality. The quantiser currently used in version one of the CODEC is very simple and considers only single quantisation factors for the body, face, and the hands, respectively. In a later version of the CODEC it might be sensible to introduce true quantisation tables with an entry and a characteristic for each bone.

Quantisation of the quaternions is done according to the following formula: 
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, i: integer value, f: float value, and q determining the quantisation factor.

For the face an additional quantisation step is necessary, because the positional information needs to be transmitted too. Here, encoding is done according to the formula 
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, because positional components provided in the motion files always lie in the range [–1024;1024], with q a constant bias of 1024. Hence, the quantisation step actually corresponds to a simple rounding of the data to the nearest integer and shifting it into the positive domain. This shifting on the right side of the equations above is done in order to simplify the following bit stream generation process.

In cooperation between UEA and Televirtual quantisation factors listed in column two of the following table have been determined as delivering a sufficient reproduction quality.

Body Part
Quantisation Factor
Number of bits required
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Based on these values the number of bits listed in column three of the table above are required for the respective body parts in order to encode the bone data.  With this amount of bits a bitrate of 100kbps is achieved: (16*4*10+20*4*12+20*3*12+21*2*4*10)*25=100000.

Bitstream Generation

The bitstream generation consists basically of a number of shift and logical OR operations with which an internal buffer is filled bit by bit (currently 32 bit, which corresponds to an integer.) To this end a number of getBit(s) and writeBit(s) routines have been written and a bit mask is used. As soon as the buffer overflows it is flushed as a sequence of bytes into an array of bytes. This array holds the produced bitstream, which is transmitted afterwards using a single UDP packet. With the parameter values of the table above the bitstream (BodyAnimationFrame) is organized very simple as follows (using MPEG syntax):

class BodyAnimationFrame {


bit (640)  BodySection;


bit (1680) FaceSection;


bit (840)  LeftHandSection;


bit (840)  RightHandSection;

}

class BodySection {


int j;


for (j=0 ; j<16 ; j++)


{



bit (10) qx;



bit (10) qy;



bit (10) qz;



bit (10) qw;


}

}

class FaceSection {


int j;


for (j=0 ; j<20 ; j++)


{



bit (12) qx;



bit (12) qy;



bit (12) qz;



bit (12) qw;



bit (12) px;



bit (12) py;



bit (12) pz;


}

}

class LeftHandSection {

   bit (840) HandSection;

}

class RightHandSection {

   bit (840) HandSection;

}

class HandSection {


int j;


for (j=0 ; j<21 ; j++)


{



bit (10) qx;



bit (10) qy;



bit (10) qz;



bit (10) qw;


}

}

Decoding of Motion Data

The decoder regenerates the original BAF data from the bitstream received. As depicted in Fig. 3 it consists of a bitstream parser, which reads chunks of bits according to the syntactical description above from the input stream. Because of the simple syntax used no genuine parsing is required. The resulting integer values are de-quantised in the block Q-1 into quaternions according to the formula 
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. Position vectors are decoded according to 
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With the inverse quaternion transform QT-1 orientation matrices are re-generated afterwards using again equations from [1]. In a final step position and bone length parameters that have not been transmitted are re-inserted into the BAF stream from the internal memory of the decoder. Decoding takes approx. 0.5ms on a 350MHz PII.


Fig. 3. 100kbps Decoder.

Second version of the CODEC (50kbps)

Encoder

The second version of the CODEC, which is already implemented, but not part of the demonstrator yet, further reduces the bitrate from 100kbps to approx. 50kbps. It does this by introducing a second data filtering step and a simple kind of entropy coding. Hence, this version of the CODEC still works on an intra-frame basis without exploiting temporal correlations. Fig. 4 shows an outline of this version of the encoder. 


Fig. 4. 50kbps Encoder.

As one can see new blocks are Post-Filtering and Huffman like encoding. These are explained in the following.

Post-Filtering

In order to determine which quaternion components actually carrying information for the existing data set, a further statistical analysis of the quaternion data has been carried out. As a result of this testing a substantial number of quaternion components turned out to be constant or quasi-constant over time. This is especially true for the hands and can easily be seen if one considers that most of the joints belonging to the hands have only one degree of freedom. Hence, the rotational axis of quaternions belonging to those joints are constant over time. 

Because of this a filter has been installed, which is based on the standard deviation of quaternion components. During the post-filtering of a quaternion component the encoder looks-up its respective standard deviation from an internal look-up table, which is installed both in the encoder and the decoder and which is based on the result of the statistical measurement. Whenever the standard deviation is below a user definable threshold (typically 0.02) the corresponding quaternion component is not encoded and transmitted by the encoder. Instead, the Huffman part of the decoder inserts a standard value for this component in the resulting intermediate data stream from a second internal look-up table. As standard values simply values of the initial Avatar position are used. In a future version of the CODEC an adaptive scheme could be introduced here, where the filtering of quaternion components would be adapted to the behavior of the avatar. In this case efficiency of the method could be further increased. However, in the framework of broadcasting, where no back-channel can be assumed, an update mechanism would be required in the coding process then, so that the look-up tables of the decoder could be refreshed during transmission. To this end an enhanced bitstream syntax would be necessary too.

Huffman Like Encoding

With this entropy encoding step specific data values that occur more likely as other ones are encoded using special code words, which are comparably short. To this end the bitstream syntax had to be enhanced. Currently, data values near 0.0 (typically <0.1) or near the upper or lower border of the quaternion data interval (typically <‑0.9 and >0.9) are mapped to 0.0, –1.0, and 1.0, respectively, and are encoded using the short codewords listed in the table below. Furthermore, a special codeword is used to mark a literal, i.e., a parameter to be encoded and transmitted in the usual way.

Value
Codeword

literal
1

<0.1
00

>0.9
010

<-0.9
011

Although this scheme requires a special marker for literals the loss in coding efficiency could substantially be over-compensated for the data under inspection using the specified codewords for the data intervals mentioned above. For a restricted set of existing motion data (i.e. 4 sequences) an average bit-rate of 50kbps, i.e. an additional average compression factor of 2.0, could be achieved, where reproduction quality remained unaltered. Nevertheless, more test sequences have to be processed and subjective tests to be carried out in order to confirm this rate. Approx. encoding/decoding time on a 350Mhz PII: 1.0ms/0.3ms. Hence, this CODEC is a bit faster than version one.

Third version of the CODEC (approx. 30kbps)

By adding LZFG-Compression (Lempel-Ziv-Fiala-Greene, see [2]) to the CODEC from Fig. 4 a temporal and loss-less compression scheme is introduced, i.e. temporal correlations between frames are now exploited, see Fig. 5. Because of this frames are not longer encoded separately, but in groups. To this end an internal ring buffer structure is needed in the server, which is not implemented yet. Currently, a group encompasses 8 frames, which corresponds to a time delay of 8/25=0.32 seconds, which should be acceptable in the broadcasting scenario. Furthermore, compression rate has to be seen as an average rate, instead of the fixed or almost fixed ones of the versions above. Substantial peaks are possible and must be dealt with in the network layer. In this regard two alternatives are possible: UDP packets of variable length, with a guaranteed maximum peak rate of 100kbps, so that still one frame fits into one packet. In this framework the bitstream syntax could be kept very simple. An alternative is to fix the UDP packet size, e.g. using UDP packets of the max. size of 512 bytes. Then, a more advanced bitstream syntax is needed, so that even frames split over a number of UDP packets can be successfully retrieved. 


Fig. 5. 30kbps Encoder.

Basically during compression the LZFG algorithm tries to find a match between an input string and input data already processed and held within an internal buffer. Whenever such a string is detected, its length and position within this internal buffer are transmitted instead of the string itself. Input symbols (bytes) for which no match can be constructed are send as literals, i.e. they send as they are together with a header marking them as a literal. 

Encoding is done in terms of output tokens that are concatenated to an array of bytes. Each token has a length of 16 bits. The first 4 bits from the left enable to differentiate between strings and literals. If these bits represent a number greater than 0 the token represents a matching string already existing in the internal buffer. In this case the 4 bits represent the length of the string and the remaining 12 bits its position within the buffer. Hence, a string can have a maximum length of 16 bytes and the buffer a maximum length of 4096 bytes. If the first 4 bits are zero the next 4 bits have no meaning and the next byte represents a literal.

Since the encoding of this positional data requires 2 bytes the minimum length of a matching string must be at least 3 bytes in order to get a compression gain. The code currently used for LZFG compression has only be integrated for testing purposes. It is not optimized and not part of the demonstrator yet. Because of this it does not meet real-time requirements. Although the non-optimized LZFG-decoding is already fast enough on a 350Mhz PII machine (approx. 2ms) time needed for encoding is much too high: <400ms.
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