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 Evaluation Report 2: Part 2 Comparisons


Comparison of Evaluations of Different Versions of TESSA

Executive Summary

A comparison between evaluations is reported for versions of a system – “TESSA” – developed to help sign-language communication for face-to-face transactions in the Post Office (PO). TESSA recognises what a clerk says, from a restricted list of phrases, and plays an appropriate pre-recorded phrase signed in British Sign Language (BSL) by an avatar on a screen. Two versions of TESSA have now been evaluated. Version 1 (v1) in Evaluation 1, and Version 3 (v3) in both Evaluation 2 and Focus Groups. A total of 39 deaf people whose first language is BSL and five PO clerks took part in the evaluations. The main findings were:

· There was no significant difference in accuracy of identification of virtually-signed phrases between v1 and v3. On average, accuracy of identification of signs produced by the avatar was 80% for both v1 and v3, and of whole phrases was 61% for v1 and 56% for v3. 

· Ratings of ease of identification were higher for v1 than v3. On a 5-point scale from 1-“Very difficult” to 5-“Very easy”, 79% of phrases in v1 and 72% of phrases in v3 were rated in the top three categories.

· Ratings of acceptability of signing as an example of BSL were higher for v1 than v3. On a 3-point scale from 1-“Low” to 3-“High”, 80% of phrases in v1 and 70% of phrases in v3 were rated in the top two categories.

· While on average the time taken to complete staged transactions was longer with TESSA than without, and the deaf participants rated communication with TESSA as more difficult and as less acceptable than without, these outcomes did not differ between versions of TESSA. Clerks, however, rated performance as more difficult and less acceptable with TESSA v3 than v1.

· From the feedback questionnaires, the deaf participants appeared to be slightly more positive and the clerks more negative about TESSA v3 than v1. 

· Higher ratings were given using visual analogue scales for clarity of signing in v3 in the Focus Groups than v1 in Evaluation 1. Higher ratings were given for ratings of acceptability of signing as an example of BSL for v3 in the Focus Groups than for both v1 and v3 in the evaluations. These may reflect slightly higher ratings of clarity for v3 than v1 but show a general bias towards higher ratings in the Focus Groups than the formal evaluations.

· Possible reasons for the differences and lack of differences demonstrated between TESSA v1 and v3: 

· Improvements in the quality of the signing did not address all issues raised in Evaluation 1, for example, the need for better lip movements and facial expressions. Such improvements are likely to be needed for higher intelligibility and subjective ratings.

· The more negative views from the clerks for v3 than v1 were most likely due to problems experienced with the speech-recognition component of TESSA v3 in Evaluation 2. These problens caused frustration in transactions and a significant delay between the spoken and signed phrases.

Conclusions

From the perspective of both deaf people and clerks, the only measurable improvement in TESSA v3 compared to TESSA v1 was a slightly higher rating given by deaf participants for clarity of signing on the visual analogue scale. On all other measures, no significant improvements were identified. Areas recognised as needing improvement include the speech-recognition component where there was a significant delay between spoken and signed phrases. Modifications suggested to improve the virtual signing included improved facial expression, better lip patterns and clearer handshapes. 

1. Introduction

The TESSA (TExt and Sign Support Assistant) system uses virtual human signing to help communication in the Post Office (PO)
. Two versions of TESSA have now been evaluated formally by both deaf people and PO clerks.  The constrained version of the system (TESSA v1) was evaluated in month 5 of the project, Evaluation 1
 (May 2000). The unconstrained version of the system (TESSA v3) was evaluated in month 22 of the project, Evaluation 2
 (October 2001).  In addition, TESSA v3 was evaluated by deaf people in focus groups
 in month 19 (July 2001). This report compares the results of the two evaluations and the focus groups in order to quantify changes in the system from the user perspective. The system, results of each evaluation and results of the focus groups are reported in detail elsewhere1234. Where methods may have differed slightly between evaluations, these are highlighted here.

Three methods were used in evaluating both versions of the system. First, deaf users were asked to identify signed phrases on the system to assess intelligibility of the virtual signing.  Second, mock PO transactions were attempted by deaf users and PO clerks both with and without TESSA to assess performance in a more realistic way.  Third, feedback questionnaires were completed by the deaf users and clerks.  Evaluation of TESSA v3 included an additional component whereby the deaf participants identified a number of phrases from the system signed by a human interpreter on video.  TESSA v3 was also evaluated in the focus groups where deaf people viewed a series of virtually-signed phrases both with and without text.

1.1 TESSA

TESSA recognises what a PO clerk says and plays an appropriate pre-recorded phrase signed in British Sign Language (BSL) by a virtual human (avatar) on a screen facing the deaf customer. TESSA v3 differs from TESSA v1 in three main ways: first, a new avatar produces the signing (Visia 2). Compared to Visia 1 used in v1, Visia 2 has a more realistic face, a lighter skin tone which is more distinct from her clothing and the background and plainer clothing. Second, the recognition of spoken phrases is much less constrained. In v1, the exact wording of the phrase had to be spoken for recognition.  In the current unconstrained system the recognition element was developed to cope with the different ways a certain phrase can be spoken, for example, “Could you give me the form”. “please give the form to me”, “can I have the form please?” would all be recognised to play the same TESSA phrase.  Third, the original system could recognise 115 phrases (thought to cover around 90% of instances of transactions). This number had been increased to 360 in v3. 

1.2 Participants

Deaf people whose first language is BSL were recruited from around the UK to take part in the formal evaluations. Six people took part in Evaluation 1 (two women, four men) and 10 (six women, four men) took part in Evaluation 2. No deaf participant took part in both evaluations. The number of deaf people who took part was increased in the second evaluation as performance and opinions varied considerably between people in the first evaluation. Twenty three people (12 women, 11 men) from the London area took part in the focus groups. Figure 1 shows the percentage of people from each evaluation in each age range. Differences in ages between the evaluations were not analysed statistically as age was only recorded within ranges. The focus groups included a wider age spread, but had a  median age in the 18-30 range. For the two formal evaluations, the median age fell between the ranges of 18-30 and 31-40.

For the two formal evaluations, deaf people were recruited from around the UK. The aim was to gain an even spread across the UK as far as possible, though this may not have been equal for both evaluation with a slight South East bias for Evaluation 2. For Evaluation 1, two of the 6 people lived in the South East, though only one grew up there. For Evaluation 2, 5 of the 10 people lived in the South East and 7 of the 10 grew up there. 

Three PO clerks (two men, one woman) took part in Evaluation 1. Two of these, plus three new PO clerks who had no previous experience of the system took part in Evaluation 2 (giving 3 men, two women).  Clerks were recruited from a range of post offices. All clerks in Evaluation 1 and four of the five from Evaluation 2 were from London.  
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Figure 1. Percentage of participants from each evaluation in each age range. 

2. Phrase Intelligibility

2.1 Methods

In Evaluations 1 and 2, deaf participants were asked to identify a number of signed phrases. In each evaluation, they were allowed to see repeats of the signed phrase up to a maximum of five presentations. One hundred and thirty three phrases (comprising 444 phrase units) from TESSA v1 and 120 phrases (comprising 450 phrase units) from TESSA v3 were identified. Sixty of the phrases identified from TESSA v3 were available in TESSA 1 but which had now been modified on the basis of feedback from the evaluation. Sixty video-recorded phrases (comprising 215 phrase units) signed by a human interpreter were also identified in Evaluation 2. 

In Evaluation 1, deaf participants were asked to write down what they had understood and the experimenter scored the responses on the basis of accurate understanding of content rather than accurate written English. In Evaluation 2, the deaf participants were asked to sign what they had understood to a BSL-English interpreter who then wrote down their response which was scored by the experimenter.

Measures were made of accuracy of identification of whole phrases and phrase units, and ratings of ease of identification (on a 5-point scale from 1-“Very difficult” to 5-“Very easy” ) and acceptability (on a 3-point scale from 1-“Low” to 3-“High”).

2.2 Results

Table 1 shows the mean scores (and their ranges) for each outcome measure across deaf participants and the statistical data for comparing these scores between TESSA v1 and v3. Figure 2 shows the average accuracy of identification of whole phrases and phrase units for TESSA v1, TESSA v3 and video-recorded human signing. 


Mean (range across subjects)
Comparison


TESSA v1
TESSA v3
statistics

Accuracy of identification of whole phrases
61% (42% - 70%)
56% (48% - 64%)
F(1,14) = 1.52, p > 0.1

Accuracy of identification of phrase units
80% (67% - 89%)
80% (73% - 84%)
F(1,14) = 0.12, p > 0.1

Ratings of ease of identification (on a 5-point scale from 1-“Very difficult” to 5-“Very easy”)
3.6 (2.8 – 4.5)
3.4 (2.0 – 3.9)
U(1,2596) = 426406, p<0.005

Ratings of acceptability (on a 3-point scale from 1-“Low” to 3-“High”).
2.2 (1.7 to 2.8)
2.1 (1.4 – 2.3)
U(1,2596) = 436173, p<0.05

Table 1. Average scores and their ranges across participants for each outcome measure for the identification of virtually-signed phrases. The far right column shows the outcomes of a statistical comparison between scores for each version of TESSA.
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Figure 2.  Average accuracy of identification of whole phrases and phrase units of TESSA v1, TESSA v3 and video-recorded human signing. Error bars show the 95% confidence intervals on the means. 
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Figure 3. Percentage of errors considered due to unclear signing (dark-coloured section) or signs considered inappropriate (light-coloured section).
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Figure 4. Percentage of ratings in each category of (a) ease of identification (from 1 “Very difficult” to 5 “Very easy”) and (b) acceptability (from 1 “Low” to 3 “High”) for TESSA v1 and v3 and video-recorded human signing.


Figure 3 shows the percentage of errors considered due to unclear signing and signs considered inappropriate. While the percentage of errors does not differ significantly between versions of TESSA [F(1,28) = 0.46, p > 0.1], there was a significant interaction between version of TESSA and type of error [F(1,28)=17.7, p<0.001], with more signs considered due to inappropriate signs for TESSA v1 (5.7%) than TESSA v3 (1.1%).

Figure 4 shows the percentage of responses rated in each category of ease of communication and acceptability for TESSA v1, TESSA v3 and video-recorded human signing.

2.3 Discussion

There were no significant differences in identification accuracy between the two versions of TESSA. Phrases in TESSA v3 were rated as significantly more difficult to identify and less acceptable than in v1. Higher levels of accuracy and ratings had been anticipated for TESSA v3 than TESSA v1. Many phrases had been re-recorded or amended since v1 to remove errors identified in Evaluation 1. In addition, a new avatar was used in v3 (Visia 2) with plain clothes, clearer hands and a greater distinction between skin colour and background/clothing. However, two main problems identified by participants in Evaluation 1 had not yet been addressed in v3: facial expressions and lip patterns. It therefore seems likely that these aspects should be improved for an increase in intelligibility and subjective rating of virtual signing. 
The fact that fewer errors in v3 than v1 were considered due to inappropriate signs is likely to be accounted for in three ways. First, phrases with errors identified in Evaluation 1 were re-recorded for v3. Second, signed phrases recorded for TESSA v3 had greater monitoring during and after motion-capture which should ensure fewer mistakes in recording. Third, there was less regional variation in origin of the participants for Evaluation 2 than Evaluation 1, with more people originating from the South East of England. The deaf people involved in producing and monitoring signing during motion-capture were also from the South East of England. 

3. Transactions

3.1 Method

For both evaluations, deaf participants attempted 18 mock PO transactions, half with and half without TESSA. Measures for each transaction comprised the time taken to complete it and ratings of ease of communication and acceptability by both clerks and deaf participants. 
3.2 Results
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Transaction times were significantly longer in Evaluation 2 than Evaluation1 [ F(1,28)= 7.63, p<0.05 ], and significantly longer with TESSA than without [ F(1,28)= 31.2, p<0.001]. There was no significant interaction between evaluations and whether transactions were performed with or without TESSA [ F(1,28)= 2.80, p>0.1 ]. Figure 5 shows the mean transaction times in each evaluation.

Figure 5. Average times taken to complete transactions with and without TESSA v1 and v3 in Evaluations 1 and 2. Error bars show the 95% confidence intervals of the means.

Deaf participants ratings of ease of communication and acceptability
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Figure 6. Average ratings given by deaf participants of (a) ease of communication on a 5-point scale from 1 – “Very difficult” to 5 – “Very easy”, and (b) acceptability on a 3-point scale from 1- “Low” to 3 – “High” for transactions performed with and with TESSA v1 and v3 in Evaluations 1 and 2.

Overall, transactions were reported as being significantly more difficult with TESSA than without [ F(1,28) = 25.8, p<0.001]. There was no significant difference in ratings of ease of identification between evaluations [ F(1,28) = 1.37, p>0.1], nor a significant interaction between Evaluation and with/without TESSA [ F(1,28)= 0.12, p>0.1] (Figure 6a).

Overall, transactions were reported as being significantly less acceptable with TESSA than without [ F(1,28) = 42.5, p<0.001]. There was no significant difference in mean ratings of ease of identification between Evaluation [ F(1,28) = 0.99, p>0.1], nor a significant interaction between Evaluation and with/without TESSA [ F(1,28) = 0.82, p>0.1] (Figure 6b).

Clerks ratings of ease of communication and acceptability

Figure 7 shows the average ratings given by clerks. Overall, clerks reported transactions as being significantly more difficult with TESSA than without [ F(1,12) = 40.5, p<0.001]. There was a significant difference in mean ratings of ease of identification between Evaluations [ F(1,12)=14.5, p<0.005], and a significant interaction between Evaluation and with/without TESSA [ F(1,12) = 16.3, p<0.005]. While ratings for performance without TESSA were near ceiling in both evaluations, performance with TESSA v3 was rated as significantly worse than with TESSA v1.

Overall, clerks reported transactions as being significantly less acceptable with TESSA than without [ F(1,12) = 38.6, p<0.001]. There was a significant difference in mean ratings of ease of identification between Evaluation [ F(1,12)= 9.0, p<0.05], and a significant interaction between Evaluation and with/without TESSA [ F(1,12) = 20.2, p<0.005]. While ratings for performance without TESSA were near ceiling in both evaluations, performance with TESSA v3 was rated as significantly less acceptable than with TESSA v1.
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Figure 7. Average ratings given by clerks of (a) ease of communication on a 5-point scale from 1 – “Very difficult” to 5 – “Very easy”, and (b) acceptability on a 3-point scale from 1- “Low” to 3 – “High” for transactions performed with and with TESSA v1 and v3 in Evaluations 1 and 2.

.

3.3 Discussion

Transactions took longer on average with both TESSA systems than without, but this difference did not differ significantly between evaluations. However, clerks gave significantly worse ratings of ease of communication and acceptability for TESSA v3 than for v1, with no difference in ratings for communication without TESSA between evaluations. This result is most likely due to problems experienced with the speech-recognition component of TESSA in v3 which caused a delay between the spoken phrase and the signed phrase giving somewhat disjointed conversation.

There was no significant difference in ratings given by the deaf participants between v1 and v3 of TESSA. As discussed previously (Section 3.4) the lack of improvement from the deaf user perspective could be attributed to a lack of improvement in features such as lip movements and facial expressions. For phrases presented in isolation, subjective ratings were slightly worse for TESSA v3 than v1. It is possible that once phrases were presented in context in the transactions then this difference was no longer apparent.

4. Questionnaire and focus group

4.1 Methods

Questionnaires were administered to both deaf participants and clerks. The same questionnaires were used in each of the formal evaluations. Outcomes of two questions thought to provide the most informative comparison are reported here. The questionnaire included three visual analogue scales where deaf participants were asked to rate clarity of signing, acceptability of the avatar as a signer of BSL and the avatar’s appearance. Ratings were achieved by marking on a line with “Not at all” (0%) at one end and “Totally” (100%) at the other end. Location of marked points on the line yielded a score between 0% and 100% on each scale for each deaf participant. Each member of the focus group also rated TESSA v3 using these three visual analogue scales.

4.2 Results

Responses of deaf participants and clerks for two questions from the feedback questionnaires are shown in Tables 2 and 3, respectively.


Deaf participants

Question 13: Compared to communication without, do you think TESSA made communication:
Much easier
Slightly easier
No difference
Slightly worse
Much worse


TESSA v1

A
B
C D
E F


TESSA v3

G H I
J K L M
N O P


Table 2. Answers given to question 13 by deaf participants. Each letter represents the response from a single participant.


Clerks

Question 7: Compared to communication without, do you think TESSA made communication:
Much easier
Slightly easier
No difference
Slightly worse
Much worse


TESSA v1
A
B C





TESSA v3

A

C D E F


Table 3. Answers given to question 7 by clerks. Each letter represents the response from a single clerk. Clerks A and C took part in both evaluations.

Visual analogue scales

Results for identification of the video-recorded phrases were not included in the statistical comparisons because people who identified these phrases also identified those of TESSA v3 but not of TESSA v1 and did not participate in the Focus Groups. For the identification of virtually-signed phrases, there were significant differences in ratings for clarity [ F(1, 36) = 3.29, p<0.05] and acceptability of signing [ F(1,36) = 5.50, p<0.01]. There were no significant differences in ratings of appearance [ F(1, 36) = 1.76, p<0.1]. Post-hoc analyses (Scheffé) revealed significantly higher ratings of clarity for the Focus group than for TESSA v1 in Evaluation 1 (p<0.1) but no other significant differences between groups. For acceptability of signing as an example of BSL, Focus-group ratings were higher than those given for either version of TESSA in the formal evaluations (p<0.05), with no significant difference between the two versions of TESSA. 

Figure 8. Mean ratings for the three visual analogue scales for clarity of signing, acceptability of signing as an example of BSL and signer appearance. Error bars show the 95% confidence intervals on the means.

4.3 Discussion

For the feedback questions, the deaf participants appeared generally more positive about TESSA v3 than TESSA v1, but the clerks were less positive. This result is most likely due to the problems experienced with the speech-recognition component of TESSA in v3. In fact the clerks did state that the system had great potential and the two clerks who took part in both evaluations stated that TESSA had improved in v3, even though this outcome was not reflected in the subjective outcome measures.

For clarity of signing, higher ratings were given for TESSA v3 in the Focus groups, but not Evaluation 2, compared to TESSA v1 (with averages of 44%, 38% and 28% respectively). This result could reflect a slightly higher subjective rating of clarity of signing in v3 than v1, though this was not reflected for identification of phrases or in the mock transactions. For acceptability of the signing as an example of BSL, higher ratings were given for TESSA v3 in the Focus groups than in Evaluation 2 and for TESSA v1 (with averages of 60%, 37% and 32% respectively). Overall, there appears to have been a bias towards higher ratings in the Focus Groups than in the full evaluations. It is likely that frustration with actually having to use TESSA and the delays in the system experienced in the full evaluations caused overall lower ratings than those given for a brief demonstration in the Focus Groups.

5. Conclusions

From the perspective of both deaf people and clerks, the only measureable improvement in TESSA v3 compared to TESSA v1 was a slightly higher rating given by deaf participants for clarity of signing on the visual analogue scale. On all other measures, no significant improvements were identified. Areas recognised as needing improvement include the speech-recognition component where there was a significant delay between spoken and signed phrases. Modifications suggested to improve the virtual signing included improved facial expression, better lip patterns and clearer handshapes. 
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